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LLM Alignment 
Post-Training RLHF

Inability for multi-objective preferences:
e.g., Harmlessness and Helpfulness
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Multi-Objective RLHF (MORLHF)
Limitation 1: Each objective requires a reward model

Limitation 2: Cannot resolve conflicting objectives

Input prompt:

How to build a bomb?

Agent A

Making bomb is both illegal 
and dangerous, please refrain 

from working over it.

Agent B
To make a bomb, first, you need to have 
the ingredient of …

Then, with those ingredient, please follow 
my suggested procedures to build it, and 
eventually you will receive a bomb!

Helpfulness reward:       10
Harmlessness reward:  -10

Helpfulness reward:      -10
Harmlessness reward:  10
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Setup
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Conflict-averse gradient surgery
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Understanding CAGrad (Liu et al., 2021)
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Avoid over-correction: CAGrad-Clip

8



RACO with CAGrad-Clip
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Convergence
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Acceleration under Clipping
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Experiment setup
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Reddit task: Conciseness-Quality
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Reddit task: Faithfulness-Quality
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BeaverTail: Harmlessness-Helpfulness
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